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Note
hi everyone! this is my talk about learning rosetta 2 via game hacking. let's get into it!



About Me

Nicole Reichert / noblenote

Mature age CS UGrad @ RMIT,

Australia

Prev. Customer Success @

Atlassian

Interests
RE in firmwares

VR against MacOS
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Note
-
- here's me, im currently a mature age undergrad, taking a career pivot from being in the cloud migration sphere at atlassian.
- i have an interest in reverse engineering and vulnerability research.
- i also contribute to servo when i can to further my learning!



Talk TLDR

1. How to cheat in video game?

2. "Gaming" on macOS

3. Rosetta 2 - Apple's native x64 emulation

4. Rosetta 2 - Cool for cheating and other evil things

5. Showing a proof of concept!
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Note
so!
we'll go over how to cheat in video game... what is gaming on a macbook, how gaming gets done via rosetta 2 and a small proof of concept.



The Secret Real Objective

cop a few of these
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Note
the secret objective of this talk is to show you that you will get bot banned on ShitHub so damn fast with these cool New Tricks



Why do I use a
MacBook

I drink batch brew

I HATE open source

I LOVE JetBrains Research
podcast episodes
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Note
"I'm gay and I love garbage"
"if you are garbage at computers, you're on MacOS"
sweetie that's called a little something we call Hypothetical Syllogism



AssaultCube

The game hackers Hello World

For MacOS:

Jai Verma - BSides Delhi for Intel Mac

(x86-64)

https://jaiverma.github.io/blog/ac-hack

wait... how do I play this on Apple
Silicon?
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https://jaiverma.github.io/blog/ac-hack
Note
AssaultCube is a first person shooter that is common for game cheat developers learning, the anti-cheat is enforced at the netcode level, meaning local play is fair game!

Other examples are SimCity editions, CounterStrike and the like.

Jai Verma presented a talk using Frida in create external and internal hacks for AssaultCube on Intel Macs back in BSides Mumbai 2018 which got me into learning about this game.

How is this Intel Mac game running on my trendy laptop????



Rosetta 2

Simple enough idea

Unlike Wine/QEMU, not an
emulator in userspace.

Translation toolchain for x86-64

Mach-O to ARM64.

Full support ends after MacOS 27

After MacOS 28:

GPTK (Windows) eval

Linux VMs

VZVirtualMachine
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Note
In comes Rosetta 2, a translation tool used to smooth out the transition to Apple Silicon for Mach applications.

- What makes Rosetta 2 different from QEMU or Wine? They are emulators. Rosetta is a transpiler that features ahead-of-time and JIT translation of x86 to ARM.

- It'll be bifurcated into the Linux virtualisation they are offering, and the Game Porting Tool Kit which is a Windows eval environment.

- There is a suggestion there that these both leverage translation above their virtualised hosts, but I haven't run through these environments just yet.
-



Ahead of Time

oah-helper

We want to translate x86 that is local and not dependent or self-generating.

oahd  daemon checks x86-64 exec's against a given hash and /var/db/oah .

Perform as much one-for-one x86-64 to ARM and create <exec> .aot files.
Stub anything that is indirect as a function that can get resolved later.

Similar-ish to how dyld works.

We want to be verbose so we can track 1-1 state between ARM64 and x86-64.
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Note
- Two broad steps to Rosetta for a given executable, ahead-of-time and just-in-time.
- When an exec syscall is caught for an x86 target Mach executable, a daemon (oahd) calulcates a special hash and checks if a pre-translated binary is in a special spot. If not, we shred your CPU for a minute to perform as much one-for-one instructions. These get saved to a file.
- When this is done, we'll load this file alongside your original instructions that get cross referenced.
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Just in Time

/usr/libexec/rosetta/runtime

Translating operations during runtime.

extern s and indirect branches that cannot be translated deterministically resolved.

When these events occur, runtime  will lookup original x86-64 and walks down a
tree of original instructions to new ARM64 code and will resolve and hand back to

native TEXT segments.

This requires x86 _TEXT is mapped to proc, and runtime  can reference for JIT.
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Note
- So we've got the AOT file.
- We can open up these AOT files, we can quickly understand what categories are where this daemon will 'give up' - which means we can perform interesting tests of how we can 'enforce' JIT for Rosetta. This is often external function calls, or pointers to function calls.
- For code that can be cant be determined like these, we fall back to a just-in-time translation via Rosetta runtimes.
- The x86 \_TEXT region is still mapped to process under this runtime with read-only perms. Runtime can refer to this to immediately append to the \_TEXT region of the actual process that is running under Rosetta.
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Why do all this?

Translation meant for the Apple Silicon transion

x86 is translated to ARM once, without NOPs. Don't use cool ARM alias instructions
much.

The AOT shared_cache and runtime will contain all function starts and code blocks to

combat the lack of heavy optimisation - this isn't investigated with regards to of exec
ability.
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Note
- Rosetta is a smart trade off in that all the complex gubbins is actually to ensure a potential Intel Mac developer can feel quite at home despite being on a difference architecture. Rosetta can handle x86 binaries, or Universal (Fat) binaries run in x86 mode.
-  For example, a push in x86-64, we secretly use three instructions to perform allocation and movement of `sp` in ARM. There's some extra work in keeping a specialised Rosetta Return Stack to keep return address prediction fast.
- There are some downsides to not optimising again to run on ARM. This means we get heavily repeated code in this Rosetta translation to keep state between the x86 code. We want to ensure we can reference the original instructions for just-in-time though and also let developers walk through their Intel code on this machine, so it's meant to be verbose.
- ARM uses 'aliases' quite heavily, think `adds`, which is an add plus setting flags.



Working as if you were still on Intel

1. LLDB works and Rosetta 2 provides a shim, debug as if it's x86_64

Since we keep state between the two, we get debugging as if it's just running on

Intel.

2. AOT translation is fast

Verbose ARM assembly is fast to generate.

We can keep opcodes for x86 and reserve special features like ret addr prediction
to our own stacks.

We also should assume this code is already 'optimised' but for another arch.

3. Why even use ahead-of-time then?

We can leverage modern processor features to speed up execution!
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Note
- We get some wins though. lldb's debugserver against a Rosetta process shims x86 instructions and symbols from the original binary.

- Load/store ops happen as the instructions dictate like in x86-64 - this is slower than weak ordering that is on ARM, but uses some interesting Apple Silicon magic we can get into later.

- This means in short we get slower runtime performance for something that is already likely optimised when initially compiled for it's Intel mac version, and features a lot of great ways it can guarantee whatever ARM instruction you're on, you can view the x86 instruction to get an idea of where you application gets bad/good/interesting.
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Note
Here is a small recap of that workflow for Rosetta!
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OK lets make a game hack champs
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Note
Okay sorry let's finally smash out a simple god mode cheat



1 - Finding a Target

Health is a great first target to understand the game

It's often indicicative of how structs and objects for players are created, referenced and

defined.

Due to co-location, can understand basics like:

How is this memory created in heap?

What types are made for this game?

Is there obfuscation involved?
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Note
- Simple stuff. We want to do the following:
  - Find memory we want to edit
  - Manipulate it and decide if this is stable, usable or modifiable
  - Reverse this value to find it's original declaration for our player

  - Health is a great target for initial hacks since it's Useful, likely located either physically or logically to the player structs, and will define how types are defined in the game for players.
-



 BitSlicer or LLDB

1. Change in game and scan heap
for values.

2. Identify value by editing it at
runtime. Observe for gameplay

changes.

Since this is a game over Rosetta, the

delcaration of a constant (eg strings)
could still be in the orignal code.

Therefore, we may have multiple
pointers to resolve the value from a

procs base address.
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Note
I like BitSlicer since we can also investigate the actual output of Rosettas AOT/JIT ASM without LLDB's shim on debugserver.

- Here is me looking for that health variable! I use BitSlicer since it's useful for setting watchpoints and looking for similar values in memory, including pointer chains.

- Once we've taken some damage and resolved our health value to the declaration of the players details like ammo, health and armor... we can then grab the base address.



Checking Watchpoints

Just like a breakpoint but we
'watch' on an address for action

and walk back operations.

Can view what seems to be a struct for

a given player in the match.
x15 + 0x418 0x7F9F962F4218

We still need to resolve against our
original base address since we could

resolve from a definition that's JIT'd
from lookup in the original x86-64.
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Note
If we investigate the instruction that changes our health value, we can pull out the actual instruction where store the value from an offset of 0x418. This is likely an idea of our players details, right?

And now we can check either our value (which is likely a dereference) to it's pointer, or search via this address at the register.



summercon 2026 - nicole (noblenote)

Note
And in this example, I looked through the register and looked for any pointers that had this value.

We caught one, which resolved to another address that contained the pointer read close to our base address. This is probably the initial definition of player health!



An idea with mach_vm_region - 0x10110DEF0 (health) - 0x100F34000 (base)
Player heath is at base() + 0x1D9EF0 !

unsafe fn get_base_address(task: task_t) -> Option<u64> {
    let mut address: mach_vm_address_t = 1;
     // define mach_vm_size_t, vm_basic_region_info, mach_port_name_t...
    unsafe {
        while mach_vm_region(
            //task, (mut)addr, (mut)size, VM_REGION_BASIC_INFO_64, vm_region_into, count, object_name
        ) == KERN_SUCCESS
        // run till kernel yells at us
        {
            let prot: i32 = info.protection.try_into().unwrap(); // we query vm_region_basic_info.proctection here!
            if (prot & VM_PROT_READ != 0) && (prot & VM_PROT_EXECUTE != 0) {
                println!(
                    "{}: 0x{:x} - 0x{:x}",
                    "Found executable region".green(),
                    address,
                    address + size
                );
                return Some(address);
            }
            address += size; // get next chunk
    }
    None
}
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Note
There's a few ways we can a base address - we can do some table math based on vmmap but we can get comfortable with mach_vm since we'll be using it a bit later.

We can use vm_basic_region_info to get an idea of this virtual map has read/exec protections, which we assume will be the instruction region/base address first.



How do we make this godmode cheat?

Modifying memory in MacOS used to be FUN and COOL

Dynamic and shared libraries bring in code for execution by being mapped in,

dyld  is how we resolve functions in these libs to LAZY_POINTERS in execs, check
external functions are where in memory and put 'em them. dlopen  will reject dylibs

without signing via kernel.... damn....

ld  reserves space for these signatures for codesign  when making libraries and
executables for Mach.

GateKeeper (n kernel gubbins) check notarisation and sigs... crap!!
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Note
- Apple Silicon security amount to ensuring AT ALL TIMES the integrity of the system data. This means system files are at minimum signed by Apple - the system dylibs under dyld_shared_cache are signed by Apple, for example.

- This is an example of how codesigning works. We can also get notarised apps, which is what causes GateKeeper - the popup you get if you download any odd DMG off the wire, to understand if it should execute this proc or not without an explicit bypass.

- Damn, I guess we'll need to go over how we can get adhoc-signing done or show my Show Novel Cool Mega Technique for self-signing...



nvm slay 
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Note
- or not lol yay
    -Still have to consider other measures
    -New ld strips this hacky stuff more aggresively - could use install-name in principle to confuse `LD_DYLD_ENVIRONMENT` of an extant signing dynamic library but was too hard for me

    -The short is though we can execute unsigned code for compatability.



Making a game cheat with this knowledge

If you've used LD_PRELOAD  to force a library to be into a process, we can use

DYLD_INSERT_LIBRARIES  to throw a .dylib file in a similar way.

DYLD_INSERT_LIBRARIES=/x86_64-apple-darwin/ac_itrn.dylib
./assaultcube.app/Contents/MacOS/assaultcube --home=/Library/Application Support/assaultcube/v1.3
--init -w960 -h600 -z32 -a0 -t0 -s8

This will run our hack, a dylib, that gets linked by an explicit dlopen()  at runtime.

Rosetta 2 allows unsigned code so.... we can do that!
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Note
- With that, we can just use something similar to LD_PRELOAD, where we pull in a library to load ahead of anything else!
- What if we just do that to get our dylib to load as an internal cheat?



Psuedocode of a dylib to access health

Get the region ya want (this can be the proc, dylib or shared lib)

We can use DYLD_GET_IMAGE_HEADER which is like using image list in lldb but it will
return the usize value of where it is.

fn get_base() -> Option<usize> {
    return Some(_dyld_get_image_header(0) as usize)
    // check where it's loaded via image list in lldb
}
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Note
So for the first thing, we can just get the image_header of the process. It'll usually just be the executable itself.



And then we can just walk our offsets to perform patching!
For this, we will walk to players health!

base()  -> 0x1D9EF0  -> 0x0  -> 0x418

unsafe fn patch(offsets: Vec<usize>, base: usize) {
    let mut walker = base;
    for i in 0..offsets.len - 1 {
        walker = *(base)
        .wrapping_add(offsets[i] / std::mem::size_of::<usize>());
        // take base, add offset with wrapping
        if addr = 0 {
            // OH NO!!!!!!!
        }
    }
    let final_address = (walker + offsets[offsets.len() - 1]) as *mut u64;
    *final_address = 9999; // deref and pwn
    println!("freaked it!");
}
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Note
And here's basic psuedocode around how we'd get it done! We just give it a list of offsets (which will be our 1D9EF0, 0, 418) off our base address, verify if there's anything to resolve there and if so, change it to a value for god mode!



And that's the Hello World godmode cheat!

Two ways to make a sausage.

Do we want to have it run in process? (what we did)

Internal cheat: DYLD_INSERT_LIBRARIES=ac_itrn.dylib assaultcube.app
Using dyld_get_image_header

Do we want to have an external process talk to AssaultCube?
External cheat: ./ac-extrn <pid>

Using mach_vm_region  and mach_task

A lot of this considers how the anti-cheat works and what checks on this memory is done,

and how. Can we pretend it's a natural health edit by internal/external/kernel ops?

summercon 2026 - nicole (noblenote)

Note
We could also do this externally too, we'd just use mach_port and mach messages (inter-process communication) to do this exact same idea instead!



0:00 / 0:07
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If we wanted an aimbot - move vectors for a start

0:00 / 0:03
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Note
Just to show how this could be expanded into an aimbot, we can go back to BitSlicer and see that our health value was pretty obviously in a player struct - when reverse engineering this, there's a large function that acts as logic for whether a player gets set to a dead state (deconstruct player mesh, start spawn) or an initialisation!



wait why isn't this the closer

(dark souls boss phase 2 moment)

What if I wanted a game that fucked you up instead
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Note
huh... why is this talk finished..



What Apple Silicon security standards look like

In iOS, codesigning is required. ARM64 on MacOS requires a valid signature (ad-
hoc/formal).

All Mach-O files carry their signatrures within themselves as a special
section. This doesn't get mapped from the original x86 TEXT.

These tools are part of a system that negotiates around when Gatekeeper would fire,
which prevents execution.

Translated x86 on Rosetta is allowed without signatures like we know - just SEND

it!
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Note
So you know we can run unsigned code via Rosetta, right?

That's not too common nowadays, iOS requires it, and GateKeeper needs you to explicitly allowlist execs if so.

What if a lot of people like the fact that this is a thing that Rosetta 2 allows?



Rosetta 2 malwares

PoolRAT (2021 - 2025)

Initially found in patched crypto

DMGs on x86_64
(CISA/Mandiant)

Mandiant reviewed PoolRAT that
executed under Python 2 in x86-

64 of a Universal/Fat binary.

Started off as a crypto tool that
was patched from an open-

source project.
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https://www.cisa.gov/news-events/analysis-reports/ar21-048e

https://www.cisa.gov/news-events/analysis-reports/ar21-048e
Note
- I'm generalising a bit more with this, but I'll be referencing PoolRAT malware from 2021 to 2025 here - allegedy from North Korea. There's another variant Palo Alto found but this is a general idea where all MacOS targets are run in x86-64 over Rosetta.

- They run malicious payloads under Rosetta, in this example as a patched version of an open-source cryptocurrency app (lol) to attach their C2 or the like to exfil cryptocurrency or other information.



Mandiant PoolRAT Specimens

Python2  script that pulled down x86 Mach-O malware that installed unified binaries
or 'fat' libraries (both x86 and ARM).

The original x86-64 binary can be deleted by the malicious code, but the AOT file

stays in /var/db/oah .
Attribution via Unified Logs (Rosetta 2 events are not verbose by default lol)

If SIP is disabled, you could remove the AOT too!

Static data like defined strings can be kept in the x86, woops!

Forcing JIT by references to functions (void)(void *) means dynamic analysis is

needed.
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https://cloud.google.com/blog/topics/threat-intelligence/rosetta2-artifacts-macos-intrusions

https://cloud.google.com/blog/topics/threat-intelligence/rosetta2-artifacts-macos-intrusions
Note
- Without looking into the guts of a sample, know we know more about Rosetta we can think about what would be useful for malware.
    - It translates 1-for-1 as much as it can to ARM for Apple Silicon,
    - It loads in all dependencies in this Rosetta runtime, also translated.
    - Stubs are appended to AOT for linkers and JIT to lookup against a table to execute.
    - Code can relatively easily be forced to require JIT to be run instead of being inlined into the AOT.



What these eggheads reckon

Mandiant suggested 'Analysis of AOT.. FSEvents and Unified Logs (w/ custom
profile)..'

Unified logging has oahd  binary names private by default.

We do keep evidence by AOT files. Unified Logs doesn't emit Rosetta 2 lookups
between x86-64 TEXT to runtime s emitted ARM in /var/db/oah .

SIP denies user access to oah .

AOT hashes are calculated from relatively easy characteristics of the x86-64 file,
meaning patching can be done relatively easily to poison AOT.

Console and logging is helpful, since persistence needs to be written to disk.
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https://cloud.google.com/blog/topics/threat-intelligence/north-korea-supply-chain

https://cloud.google.com/blog/topics/threat-intelligence/north-korea-supply-chain
Note
- Mandiant at Google suggested using Unified Logs to understand if a Rosetta process has triggered anything - but binary names for Rosetta are kept private since it's under our spooky AOT directory.

- AOT files are evidence, but like we've gone over a lot now, we can get good ideas of how to force JIT.
- For example, we can call pointers to function pointers to force JIT, which could have code set as a constant in the x86 binary... but then we delete the original binary as part of our malware. oops!!!!



TLDR: This makes foresnics difficult if you aren't adding these
custom, non-default event logs!

AOT files are in a directory protected by SIP!

A binary can run without it's x86 instructions for a time via AOT and JIT by
child procs or external libraries!
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Rosetta 2 Attack Surfaces

Injecting code via libraries (resolution via lazy binding and JIT),

Exploitation of AOT cache characteristics,

Rosetta 2 and Gatekeeper details,

Understanding architecture preference (uname) via actual process execution.

tested that this means you can run ARM64 shellcode and it will get interpreted as
x86 over the LLDB shim and other process that look in it's really funny

manual total store ordering mode unlocked

Probably a bunch more crap
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Note
Here's some basic ideas to wrap up potential areas for exploitation in Rosetta 2 processes.



Rosetta 2 AOT Checksums

From Project Champollion

AOT files for binaries are

calculated into a SHA256 hash
and stored in /var/db/oah .

Rosetta 2's runtime  appends
AOT files via 0xcacaca01 , an

undetailed load command.

A 2.2GB 'shared' AOT cache
contains all lookups for x86 <>

ARM.
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https://ffri.github.io/ProjectChampollion/part2/#features-of-rosetta-2-

runtime

https://ffri.github.io/ProjectChampollion/part2/#features-of-rosetta-2-runtime
https://ffri.github.io/ProjectChampollion/part2/#features-of-rosetta-2-runtime
Note
These AOT files like we talked about are caluclated into SHA256 hashes from the files characteristics. They are relatively simple characteristics however, using full paths of the executable and relative offsets in the x86 binary.



Hacking with our huge mind

AOT files calculate these hashes off relatively simple parameters (eg. full-path of a binary).

This can be leveraged to keep the same SHA hash - use external calls and the AOT hash
didn't change in my testing!
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Note
- Aaand these hashes are is pretty easy to fudge.
- Here's a hello.out that has a malicious function patched in manually without libraries, and it just overwrote the .aot at the exact path where Rosettas oah-helper stores it.



DYLD Attacks Like We Know How To Now Yay Cool

Child procs will retain it's preferred arch.
How far does it keep these ABI prefs...no idea! ACTLR_EL1, a system register, does flip it's

first bit to enable TSO, but we don't know about other ones that might be important to
mimic behaviours (AFPCR_EL0 for FP denormal/flush to ZR etc.)

https://asahilinux.org/docs/hw/cpu/system-registers/
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https://asahilinux.org/docs/hw/cpu/system-registers/
Note
- Rosetta 2 won't let you execute ARM64 code. But you can definitely embed whatever you want in there.

- Something that was interesting was that shellcode I embedded in ARM64 did actually fire, but it was fragile. It ran under the kernel preference for x86-64 and probably was calling some x86 build of a Apple-shipped dylib where the JIT got really mad.

- There's some some hardware considerations too - for total store ordering to keep those ordered memory allocations in Intel Macs, Apple sets the first bit of their undocumented system registers to enforce TSO. I'm not sure if there's any other considerations such as system registers that handle keys of PAC ops. I didn't see any PAC ops in the AOT though!

- These registers are dumped in the Asahi Linux docs also.



Poisoned Dylibs

What if we just put a system() in that poisoned dylib lol - posix_spawn ARM64 processes -
yeah you can do that!

We can go a little further - could patch a binary itself to have this malicious code.

We've learnt together that a bunch of our code gets resolved a runtime, and libraries use

relative paths or full paths to resolve where to look up details on other libraries.

With this in mind, we could use a binary... like AssaultCube... running under Rosetta 2 to

launch apps that are already a-OK in MacOS as a foothold on someones computer.

summercon 2026 - nicole (noblenote)

Note
- Apart from creating a explicitly malicious binary in of itself, it might be interesting to leverage methods we learnt from making a game hack, lets create a library or executable that injects logic and values into a process.

- Dynamic Libraries are just the thing we need since we've been talking about how it's all resolved at execution!
- How do we do that if we couldn't do LD_PRELOAD flag hacks? Let's pin that.



Leveraging Lazy Binding

In these binaries, shared library calls are stubbed and resolved by dyld  on runtime. So not

much could change in the main binary if the library itself had massive changes.
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Note
- When a Mach executable runs, dyld does all the fun of looking at sections of a Mach file to see what functions need to be pulled in from shared or dynamic libraries.
- In this example, I've got the SDL_init function that starts all relevant subsystems for graphics. You can see it points to a label for \_SDL\_Init elsewhere,



Gatekeeper and Codesigning

The original Intel binary is _TEXT and is read at headers for Mach metadata like
codesigning, it just isn't required.

Good examples of CVEs in this domain:
CVE-2022-26766 - Parsing flaw of signatures

CVE-2026-28914 - Craft ZIP archives bypass GateKeeper checks for sigs/notarisation

Rosetta 2 is intentionally bypassing this though!
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Note
- So dyld alongside other tools the kernel has will check the code signature against the executable and if it doesn't match.. it spits it out. There is a few ways to finangle a .plist to enforce an entitlement to not trigger this, but let's assume we don't do this.

- The thing is, this is why our previous little DYLD_LOAD_LIBRARIES hack works - Rosetta 2 doesn't check this crap.
- There's some carve outs I'm sure that I didn't look into here, but we don't need to actually consider this at all for Rosetta 2 execs.



summercon 2026 - nicole (noblenote)



Rosetta 2 Malwares

OKAY RECAP TIME

We know characteristics of how AOT's are identified to force JIT resolution or
inline from x86.

Since DYLD resolves at runtime, we can swizzle (2 libraries, one hands over the
pointer to the called function)

We know heaps about what we can spawn with Rosetta!
Invoke new processes (child, posix_spawn)

Mach-O messages over inter-process comms.

And we understand what we can do to match the hashed AOT files most of the
time lmao
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Note
- So we know calls to libraries resolve outside of our AOT file (cool)
- We know DYLD will grab this and resolve the address to our function at runtime, where it also maps the libraries into the virtual memory space
- We also know we can invoke ARM64 processes, create child Intel proceses, and do simple IPC calls.
- We also know we can overwrite AOT files!



Making a game... hack

The Mission

1. Find a function that calls a library.

2. Create a library that installs under that library.

3. Patch the game binary to have an LD_COMMAND to then allow swizzling!
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SDL Framework

A Framework I found out is just a

shared library so all this gunk is the
same.

Let's enumerate!
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noice
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noice x2
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#noice #cool

Lets use this as our function to hijack
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Swizzle Up

__DATA___interpose  sections contain tuples of function pointers for original and

replacement functions.

DYLD_INSERT LIBRARIES  is different, but similar. It is restrictive, but works OK in Rosetta

due to lack of needing code sigs.
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Note
- Now we need to create a malicious library that gets this valid SDL\_Init function and swaps it with our malicious functions.

- dyld will look for any shared library that is loaded and check this DATA INTERPOSE section and checks for pairs of function pointers. When compiling, the static linker will combine all definitions of this in your code and chuck them together.



// clang -arch x86_64 -dynamiclib interpose.c -o 
#include <stdio.h>

// re-use it wherever this way!!! clang will fix it up
#define DYLD_INTERPOSE(_replacement, _replacee)
    __attribute__((used)) static struct {
        const void* replacement;
        const void* replacee;
    } _interpose_##_replacee __attribute__ ((section("__DATA, __interpose"))) = {
        (const void*) (unsigned long) &_replacement,
        (const void*) (unsigned long) &_replacee
    };

int my_printf(const char *format, ...)
{
    int ret = printf("Hello from interpose... uh oh!!!\n");
    return ret;
}

DYLD_INTERPOSE(my_printf,printf);

DYLD_INSERT_LIBRARIES=./interpose.dylib ./hello
Hello from interpose... uh oh!!!
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Note
- This can be set up so the constructor (when a library is loaded) fires this right away, or is triggered on conditions of another external function, it's easy to define when and how this swizzle occurs.
- Rosetta 2 doesn't seem to care too much for what you use, since codesigning and PAC aren't used within the scope of process itself from my testing.
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Note
- In native apps, this isn't the case and you'd need to consider how to rebind this new pointer. I assume DYLD_PRINT_INTERPOSING is a great flag to see how Apple does this.
- In short, this is how we'd get printf!
- lets do it for AssaultCube.



summercon 2026 - nicole (noblenote)

Note
here's our definition for our interpose function
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Note
- here we can see definitions of where we could put this interpose, such as when dyld performs dlopen...

- we get the actual function pointer of the legitimate SDL\_Init

- and we profit by swapping it out (later in the code block) with DYLD\_INTERPOSE and we just set a simple check to run our payload once



Get AssaultCube to Run This Stuff

So we now have a valid binary and a function it calls from SDL2.Framework

And we have a swizzle function that gets the call of SDL_init and interposes the hijack
to run once on evil.dylib !

How are we loading our new library our otherwise normal process?
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Note
- Okay sweet! We can work with SDL2 that AssaultCube uses.
- We can just create a new malicious dynamic library and get SDL2 to load it ahead of itself, as it this shared library needs this dynamic library to run.
- How do we do this?



LD_COMMANDS MY BELOVED

We will insert LC_LOAD_DYLIB commands to AssaultCube or
dependencies to force our evil.dylib to load
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Note
Yeah just chuck it into the header hell yeah



Final Patching

clang -arch x86_64 \
 -shared \
 -install_name @executable_path/../Frameworks/evil.dylib \
 -F assaultcube.app/Contents/Frameworks \
-Wl, -ld_classic \
-framework SDL2 \
-o assaultcube.app/Contents/Frameworks/evil.dylib \
evil.c

import lief
SDL2 = "assaultcube.app/Contents/Frameworks/SDL2.framework/Versions/A/SDL"
binary = lief.parse(SDL2)
binary.add(lief.MachO.DylibCommand.weak_lib(
    "@executable_path/../Frameworks/evil.dylib"
))
binary.remove_signature()
binary.write(SDL2)
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Note
- After all this we can just patch either our main AssaultCube binary to either load this in directly via a DYLD_INSERT_LIBRARIES command or add it as a weak library. I opted for weak library, so it could run with or without our malicious dylib.
- I used LIEF, but you could also use manual binary patching in the LC COMMMANDS header or install_name_tool - I just was experienced at using it...
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Takeaways

Rosetta 2 has characteristics that make it an amazing transitional tool for Apple

Silicon, with some considerations for compatability over security.

Game hacking is also just fun and interesting and exposes you to many novel
development strategies;

This will live on in a fashion with the virtualisation projects WWDC has announced for
MacOS (Linux, GPTK).

Technically there is a lot of residual data for attribution of Rosetta 2 malwares, but

often locked away or not noticed due to default settings!
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Note
- Takeaways are that Rosetta is a fun way to see how translation, not emulation, works as a general machine and how it tracks state between two entirely different architectures.
- There's also some ways to look out on a victim machine if a malicious Rosetta 2 process ran
- Game hacking is also just motivating to understand what tools are at your fingertips to understand exploitation IF DONE IN A NICE WAY THAT DOESNT RUIN MY MATCHES PLEASE IM ALREADY SILVER 2
- And some ideas of (maybe) layers of the siblings like Linux virtualisation and GPTK will live on after Rosetta!



Also to inspire YOU to look for new
trends - I mean look at this stuff
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Note
- This also isn't just Apple - there's a lot going into ARM again with the RTX Spark. From what I saw, there's a lot of buzzwords like Microsoft New Security Primitives but until I hear different Windows on ARM (the alike to Rosetta) is just the same idea but Windows, and it's all JIT.
- From the marketing I get the feeling this... probably will be an interesting avenue as it gets more use with ARM being widely available on Windows PCs.



Thank you

Q&A

Full code to be on Codeberg and

https://kernelkennel.com soon!

For contacts/Signal, feel free to chat to

me!
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https://kernelkennel.com/
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